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EXECUTIVE SUMMARY 

The purpose of this report is to offer the technical specifications for the interoperability protocol 
(hereafter referred to as “the protocol”) developed within the SURIMI project. These specifications 
guide the development of the modelling framework that interlinks the various models participating 
in SURIMI. The deliverable is relevant to modellers and software developers engaged in the 
coupling of scientific models for real-world applications in the marine domain. 

SURIMI’s mission is to demonstrate that previously disconnected scientific models can operate 
together to address policy and end-user questions. The models participating in SURIMI span 
fisheries, fisheries management, ecology and market dynamics and include analytical modules 
such as CMSY++, Value Chain, and Management Strategy Evaluation (MSE) procedures. These 
components are driven by fisheries management policy questions and climate scenarios. The 
resulting SURIMI modelling complex will be deployed on the EDITO infrastructure, while remaining 
system-agnostic and adaptable to future case studies.  

To enable interoperability, the protocol separates concerns, allowing foundational technical 
mechanisms to be engineered independently from evolving scientific and policy use cases, and 
from specific computing infrastructures. This architecture ensures: 

• Clear separation between transport, data structure, meaning, and control logic.
• Controlled extensibility toward future, more complex real-world scenarios.
• Formalisation of what models can and cannot exchange.
• Deterministic and reproducible coupled model execution.

The SURIMI interoperability protocol is structured across four layers: (1) technical interoperability, 
(2) syntactic interoperability, (3) semantic interoperability, and (4) coupling and control logic.
These layers operate within a broader business context, which defines the purpose, configuration,
and use of the modelling complex but is not part of the protocol itself. The business logic is
developed around well-defined reference case studies. These case studies serve as engineering
harnesses to stabilize layers 1-4 while provisioning for more complex future applications in which
models, data and research questions do not perfectly align.

The report starts with an overview of the SURIMI modelling complex and research questions that 
the framework is designed to address. It then introduces the SURIMI flow diagram, which is 
described through layers 1-4 of the interoperability stack. The report concludes with a discussion 
of future extensibility and anticipated development pathways. 

As unforeseen technical and conceptual challenges may arise during framework development, 
this report is intended to function as a controlled, evolving specification (“living document”) that 
will be refined as the SURIMI framework matures.
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ABBREVIATIONS, ACRONYMS AND TECHNICAL TERMS 

The terminology used in this report reflects the operational interpretation of concepts within the 
SURIMI interoperability protocol. Although these terms may have broader or discipline-specific 
meanings, within this document they are used in a strictly technical and implementation-oriented 
sense. The definitions provided below ensure clarity and consistency within the protocol and are 
not intended to resolve domain-specific interpretations. 

Term Summary 
Agent-based 
(agentised) model 

A model that simulates the behaviour and interactions of individual 
entities (e.g. fishers or vessels) to explore how their combined actions 
shape system outcomes 

Business logic The objectives and rules that define how a modelling exercise is set 
up, including which models are used, what questions are asked, and 
how results are evaluated 

Case study A concrete scenario that applies the business logic to a specific real-
world situation, including its context and parameter settings 

CMSY++ An open-source stock assessment method that estimates fisheries 
reference points, stock status and exploitation  

Central controller The component that executes the coupling and control logic, 
coordinating model interaction and execution 

Controlled 
vocabulary 

A standardized list of terms and phrases used to organize and describe 
information, ensuring consistency and clarity in indexing and retrieval 

Coupling The process by which participating models influence each other 
through the exchange and incorporation of information over time, 
according to defined interoperability and execution rules 

Coupling and control 
logic 

The code layer that governs the dynamic behaviour of a modelling 
complex, defining how models influence one another over time and 
coordinating execution 

Coordinate 
Reference System 
(CRS) 

A framework for defining how spatial data is referenced to locations on 
the Earth’s surface 

Docker A platform that packages applications and their dependencies into 
lightweight, portable containers, enabling consistent environments, 
simplified deployment, and efficient scaling.  

Ecopath with Ecosim  
(EwE) 

An open-source ecosystem modelling framework used to represent 
trophic interactions and simulate temporal and spatial dynamics in 
marine food webs 

European Digital Twin 
of the Ocean (EDITO)  

The core infrastructure platform of the European Digital Twin Ocean. It 
offers tools to those building digital twins to co-create the European 
Digital Twin Ocean, support science-based decision making, and 
ensure maximum impact for marine research & innovation actions 
across the key objectives of the EU Mission Ocean & Waters. 

Findable, Accessible, 
Interoperable, and 
Reusable (FAIR) 

A set of guiding principles to improve the management, sharing, and 
reuse of scientific artifacts 

gRPC  A high-performance, open-source RPC framework  designed for 
connecting services in a language-agnostic manner  

Graphical User 
Interface (GUI) 

A type of user interface that uses graphical elements such as 
windows, icons, and menus 

GUID  A Globally Unique Identifier  



   
 

   
 

Harvest Control Rule 
(HCR) 

A set of well-defined, pre-agreed management actions that describe 
how the fisheries harvest is to be managed 

Interoperability 
framework 

A software implementation of an interoperability protocol 

Interoperability 
protocol 

A set of rules, structures, and procedures that govern how 
participating models communicate, exchange information, and 
coordinate execution within a modelling complex 

Kubernetes  A technology to automate deploying, scaling, and managing 
containerized applications across clusters using declarative 
configuration 

Linting The automated analysis of code or schema definitions to detect errors, 
inconsistencies, and deviations from defined standards 

Management Strategy 
Evaluation (MSE) 

A simulation-based process procedure used to assess the 
performance of different management strategies for fisheries against 
predefined objectives, considering uncertainties in fish stock and 
environmental conditions 

Maximum 
Sustainable Yield 
(MSY) 

A theoretical measure that represents the largest yield (or catch) that 
can be taken from a species' stock over an indefinite period 

Marine Protected 
Area (MPA) 

A defined region designated and managed for the long-term 
conservation of marine resources, ecosystems services, or cultural 
heritage 

Multi-Level Key (MLK) A structured identifier model, composed of multiple key-value 
elements that reference controlled vocabularies to uniquely and 
semantically describe entities across domains 

Payload  The part of a protocol message that carries data being exchanged, as 
defined by the semantic contract, but excluding transport and control 
metadata 

POSEIDON  An agent-based fisheries model  
Protocol Buffers 
(Protobuf) 

A language-neutral mechanism for defining structured data schemas 
and serialising data in a compact binary format 

Interoperability 
protocol 

A set of rules, structures, and procedures that govern how 
participating models communicate, exchange information, and 
coordinate execution within a modelling complex 

Remote Procedure 
Call (RPC) 

A communication protocol that allows a program to execute 
procedures on a remote system as if they were local calls 

Schema A formal definition of the structure and organisation of data, including 
field names, types, and relationships 

Semantic contract A machine-readable specification that defines the admissible 
domains, entities, vocabularies, and contextual constraints governing 
data exchange between participating models 

Semantic 
interoperability 

The ability of computer systems to exchange data with unambiguous, 
shared meaning 

Serialization The process of translating a data structure or object state into a format 
that can be stored or transferred 

Syntactic 
interoperability 

The ability of computer systems to exchange data in terms of grammar 
and format 

Technical 
interoperability 

The ability of computer systems to physically exchange data 

User Interface (UI) The space where interactions between humans and machines occur, 
facilitating effective operation 



   
 

   
 

Value Chain  A model representing the economic, intrinsic, and cultural value 
generated across activities from resource extraction to final 
consumption 

Versioning The process of assigning unique version names or unique version 
numbers to unique states of computer software used to keep track of 
incrementally different changes 
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1 THE SURIMI MODELLING COMPLEX 

SURIMI builds partnerships with stakeholders from industry, science, policy, and society to 
develop nine socio-ecological models for integration into the European Digital Twin of the Ocean 
(EDITO). By combining simulated ecological and fisheries dynamics, SURIMI improves 
understanding of how fishing activities affect sensitive species, seabed habitats, and biodiversity 
hotspots. At the same time, the project expands participation in ocean science and sustainability 
by providing a user-oriented toolkit, graphical user interface, and co-created analytical tools. 
These elements strengthen the EDITO’s capacity to support informed decision-making, 
particularly in marine management strategy evaluation (MSE; Punt et al., 2016). 

This scope spans ecological, economic, and governance domains and therefore requires an 
interdisciplinary modelling complex that goes beyond any single modelling approach. Fisheries 
dynamics, ecosystem processes, market forces, value-chain responses, and management 
decisions evolve over time and interact through dynamic feedback. No individual model captures 
these interactions in isolation. 

SURIMI therefore interlinks complementary models spanning ecology, fleet behaviour, 
economics, and governance. The objective is not merely to simulate ocean conditions, but to 
represent the coupled socio-ecological system in which ecological state influences human 
behaviour, human behaviour alters ecological state, and management interventions respond to 
both. Structured model coupling enables evaluation of management strategies under realistic 
conditions and reveals trade-offs that single-model analyses cannot expose. 

1.1 PURPOSE AND DESIGN PHILOSOPHY 

SURIMI will establish a structured modelling complex for the coupling of heterogeneous marine 
system models that governs how models communicate, exchange information, and influence 
each other over time and space.  

The complex will be designed around three core principles: 

1. Separation of concerns: data transport, data structure, semantic meaning, and coupling 
logic are treated as distinct engineering problems. 

2. Determinism and reproducibility: coupled simulations must remain transparent and 
reproducible. 

3. Extensibility under real-world conditions: The protocol must remain robust when 
confronted with incomplete alignment between models, datasets, and research 
objectives. 

The result will not be monolithic modelling system, but a structured and modular environment in 
which independent models can interoperate while retaining internal autonomy. 

SURIMI will adopt a contract-centric approach to interoperability. Rather than allowing models to 
adapt to one another through pair-wise interfaces, the framework defines a shared semantic 
contract that specifies the admissible entities, units, temporal resolution, spatial reference 
system, and exchangeable quantities. 

All participating models shall integrate against this contract. No model will be privileged within the 
architecture; each must operate within the same formally defined semantic boundary. Models 
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may internally operate at different resolutions, aggregation levels, or conceptual abstractions, but 
they must expose and consume information in a manner consistent with the shared contract. 

1.2 SCOPE 

Although SURIMI develops and validates the interoperability protocol within a specific application 
context and defined case studies, the protocol is intentionally model- and application-agnostic. It 
defines generic connection points, semantic identifiers, and execution rules that allow additional 
models to participate without requiring pairwise integration with existing components. 

SURIMI therefore treats a coupled modelling complex as a configurable system: different case 
studies may activate different subsets of models, use different exchange pathways, or operate 
under different contract instances, while retaining the same core interoperability mechanisms. 
This design reflects a broader modelling paradigm in which alternative hypotheses can be 
composed and evaluated within a shared framework. 

By formalising exchange structure, semantic identity, and execution discipline, SURIMI provides a 
blueprint for interoperable modelling within EDITO and for downstream applications built upon it. 
This supports FAIR scientific practice by making coupled model execution more transparent, 
reproducible, and reconfigurable across studies (Wilkinson et al., 2016). 

Note that the present deliverable specifies the interoperability protocol meta-structure. It does not 
prescribe the internal design of participating models. 

1.3 CONCEPTUAL ARCHITECTURE 

At a high level, the SURIMI model coupling complex (Figure 1) consists of: 

• The interoperability framework governing all exchanges, 
• The central controller responsible for orchestrating timestep execution, 
• A selection of coupled simulation models. 

The interoperability framework is defined by the interoperability protocol, which is the subject of 
this document. 

 

Figure 1. The conceptual architecture of the SURIMI modelling complex, showing how the interoperability framework 
governs the exchanges that enable a central controller to execute and couple separate models. The interoperability 
framework is defined by the SURIMI interoperability protocol, which is the subject of this document. 
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1.3.1  THE INTEROPERABILITY PROTOCOL  

The interoperability protocol is set of rules, structures, and procedures that govern how the 
coupled models are executed, how they communicate and what information is exchanged 
between them. Thereby, the interoperability protocol enables interoperability between disparate 
models that by design lack the ability to accept data from each other and perform a given task (i.e., 
a simulation run) in a coordinated manner. The interoperability protocol allows for technical 
connectivity, syntactic interoperability, semantic interoperability and coupling and control logic. 

1.3.2  THE INTEROPERABILITY FRAMEWORK  

The interoperability framework is the implementation of the orchestration framework defined in 
the interoperability protocol, coupling the models to the central controller. 

1.3.3  THE CENTRAL CONTROLLER  

The coupled models do not communicate arbitrarily. All interaction occurs through a central 
controller, which acts as a mediation layer, ensuring that exchanges are explicit, assumptions are 
declared, and conflicts are detectable. The controller manages model execution in a coordinated 
sequence, enforcing synchronisation points before state updates are committed. The controller 
also enforces execution ordering but does not perform semantic validation of exchanged data. This 
responsibility resides with the coupled models. One can think of the central controller as the 
gatekeeper, who implements the grey eminence’s masterplan hands-on: assures the legitimacy of 
the coupled models and regulates information flows between them.  

1.3.4  THE COUPLED MODELS 

The SURIMI model coupling framework is generic, as it can couple computational models 
representing various target systems, implemented in various programming languages. Each 
reference case study determines: 

• The main research problem, 
• Spatial and temporal requirements, 
• Selection of simulation models to be coupled, 
• Simulated what-if scenarios – detailed research questions, 
• The shared semantic contract. 

This controlled scope allows the protocol layers to mature without conflating foundational 
engineering with unresolved scientific variability. At the same time, the architecture anticipates 
more complex future applications where mismatches in taxonomy, scale, data completeness, or 
policy framing may arise. The layered design ensures that such complexity can be accommodated 
incrementally without destabilising the framework. 

The current prototype is developed around clearly defined reference fisheries case studies, 
combining models such as EwE, CMSY++ and POSEIDON. 
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2 CONCEPTUAL OVERVIEW 

The high-level overview of the SURIMI Modelling Complex is provided in Figure 2. The diagram 
illustrates the full combination of models and the main data exchanged between them: 

• The ecological core and fishing (Ecopath with Ecosim - EwE; de Mutsert et al., 2024; 
Steenbeek et al., 2016), 

• Agent-based or agentised Fleet behaviour dynamics (POSEIDON; Kalaroni et al., 2020), 
• Stock assessment (CMSY++; Froese et al., 2023), 
• Market dynamics (system dynamics model), 
• Value chain analysis (Christensen et al., 2011), 
• Fisheries regulations, 
• Environmental change. 

In the SURIMI Modelling Complex, fishing behaviour can be assigned to EwE or POSEIDON on a 
per-fleet basis. 

 

Figure 2. The full combination of models in the SURIMI Modelling Complex, and the key data flows between the models. 

Note that Figure 2 should be interpreted conceptually rather than procedurally. It highlights the 
various feedback mechanisms that characterise socio-ecological systems: ecological state 
influences fleet behaviour; fleet behaviour alters the ecosystem; market dynamics reshape effort 
allocation; management decisions respond to both ecological and economic indicators.  

To support the defined reference case studies, while provisioning future applications that may 
require configurations of the modelling complex, SURIMI introduces a structured interoperability 
protocol that governs all exchanges between participating models. Models do not communicate 
directly; instead, each integrates once against the protocol boundary and interacts through an 
execution controller. This transforms integration complexity from a growing web of pairwise 
connections into a disciplined, scalable architecture. 
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The interoperability protocol therefore formalises: 

1. How models connect and exchange information (Technical Connectivity), 
2. How exchanged data is structured and validated (Syntactic Interoperability), 
3. How scientific meaning is defined and constrained (Semantic Interoperability),  
4. How model states influence one another over time (Coupling and Control Logic). 

These concerns are separated into a layered architecture, described conceptually in the following 
sections. Detailed technical specifications are provided in Section 4. 

2.1 WHY A LAYERED ARCHITECTURE IS NECESSARY  

Integrating heterogeneous scientific models involves more than establishing communication 
between software components. Models may exchange data successfully at a technical level while 
still disagreeing on structure, meaning, or timing. Without explicit separation of concerns, these 
issues become entangled and difficult to diagnose and extend. 

Four distinct classes of integration challenges typically arise: 

• Technical challenges: ensuring models can technically exchange information across 
computing environments, 

• Syntactic challenges: ensuring exchanged data conforms to a shared format and 
validation rules, 

• Semantic challenges: ensuring that exchanged quantities represent the same scientific 
concepts, 

• Dynamics challenges: ensuring that model states influence each other in a controlled and 
reproducible manner. 

In addition, model coupling is driven by business logic: the research questions and policy 
objectives that define why exchanges occur. Figure 3 illustrates how these concerns are organised 
into a layered architecture, where each layer enables the next. 

 

Figure 3. The layered architecture of the SURIMI interoperability protocol 
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SURIMI separates these concerns into distinct layers, each addressing a specific category of 
interoperability. The layered structure draws on established interoperability frameworks such as 
the European Interoperability Framework (European Commission, 2017) and the Levels of 
Conceptual Interoperability Model (Wang et al., 2009). The SURIMI architecture adopts and adapts 
this layered perspective to the context of coupled scientific models, where business logic is 
expressed through case studies (see Appendix D). 

The scope and function of the layers are described below. 

2.2 LAYER 1: TECHNICAL INTEROPERABILITY 

Technical interoperability establishes the foundation upon which all higher layers depend. It 
ensures that participating models can establish reliable communication and exchange 
information across computing environments, independent of data meaning or coupling logic. 

In SURIMI, this layer defines the transport mechanisms and execution environment through which 
models interact. It specifies service endpoints, communication protocols, and connection 
lifecycle management. By isolating these concerns at the lowest layer, transport-level decisions 
remain independent from semantic interpretation or dynamic coupling behaviour. 

This layer answers a narrow but essential question: can models communicate reliably? 

2.3 LAYER 2: SYNTACTIC INTEROPERABILITY 

Syntactic interoperability defines the structural rules governing exchanged information. It ensures 
that participating models agree on the format, structure, and validation constraints of data. 

At this layer, SURIMI specifies message schemas, units, temporal and spatial resolution, and 
validation behaviour. The objective is to guarantee that exchanged data is structurally well-formed 
and machine interpretable. 

This layer answers a narrower question: is the exchanged information structurally valid? 

2.4 LAYER 3: SEMANTIC INTEROPERABILITY 

Semantic interoperability defines the scientific meaning of exchanged quantities. It ensures that 
participating models agree not only on structure, but also on interpretation. 

At this layer, SURIMI constrains how concepts such as biomass, catches, effort, prices, and 
management targets are defined and contextualised. It formalises identifiers, classification 
schemes, and aggregation rules so that exchanged quantities represent comparable scientific 
entities. 

This layer establishes the semantic boundaries within which exchange is considered valid. 

2.5 LAYER 4: COUPLING AND CONTROL LOGIC 

Coupling and control logic defines how model states influence one another over time and how 
execution is coordinated, thereby governing the dynamic behaviour of the modelling complex. 
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At this layer, SURIMI specifies execution sequencing, synchronisation points, and the rules by 
which validated inputs modify model state. It defines how feedback loops are realised, how 
conflicts are handled, and how deterministic reproducibility is preserved. 

This layer determines how influence occurs once connectivity, structure, and meaning have been 
established. 

2.6 CONTEXT: BUSINESS LOGIC 

The interoperability protocol operates within a defined business logic context. This context 
determines why the modelling complex is executed and which questions it is intended to address. 

Business logic specifies: 

• Management or policy objectives under investigation, 
• Scenario definitions and intervention strategies, 
• Performance indicators to be evaluated, 
• Configuration of models participating in the run, 
• Selection of exchange pathways required to support the scenario. 

Business logic does not alter the technical, syntactic, or semantic rules of the interoperability 
protocol. Instead, it defines the purpose and configuration under which the protocol is executed. 

For example, in a Management Strategy Evaluation (MSE) context, Business logic determines: 

• Which regulatory targets are tested, 
• Which fleets or species are subject to constraints, 
• Which performance metrics are recorded across scenarios. 

The interoperability protocol ensures consistent and reproducible execution; business logic 
determines what is being tested. The case studies that define the business logic are cursory 
described in Appendix D. 
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3 TECHNICAL OVERVIEW 

The previous chapter introduced the conceptual structure of the interoperability protocol. This 
chapter translates that architecture into concrete technical specifications. Each subsection 
corresponds directly to one of the interoperability layers, detailing the mechanisms by which 
SURIMI implements the principles described above. 

3.1 TECHNICAL INTEROPERABILITY - IMPLEMENTATION 

This section specifies the architectural design choices underpinning technical interoperability 
within the SURIMI interoperability protocol. 

3.1.1  COMMUNICATION ARCHITECTURE  

SURIMI adopts a gRPC-based service architecture as the foundation of its communication layer. 
Participating models expose explicitly defined service endpoints and do not communicate directly 
with one another. All exchanges occur through the protocol boundary and are coordinated by an 
execution controller. 

The communication layer is designed to support: 

• Strongly defined service interfaces, 
• Deterministic request–response semantics, 
• Cross-language compatibility, 
• Efficient communication in both local and distributed environments. 

The selection of gRPC reflects these requirements while remaining infrastructure-agnostic. 

3.1.2  EXECUTION ENVIRONMENT  

Participating models operate as independent processes. The protocol remains invariant across 
deployment environments, including: 

• Local execution, 
• Containerised deployments (e.g., Docker), 
• Orchestrated infrastructures (e.g., Kubernetes) 
• Integration within the EDITO infrastructure. 

3.1.3  CONTROLLER RESPONSIBILITIES  

The SURIMI execution controller is responsible for: 

• Model registration and availability, 
• Distribution of the contract to all models, 
• Timestep initiation, 
• Invocation of model execution routines, 
• Collection and routing of exchange messages, 
• Synchronisation of model execution. 

The controller enforces deterministic execution ordering and ensures that timesteps only advance 
once required exchanges have been completed and validated by participating models. 



   
 

9 
 

The controller does not perform semantic interpretation of exchanged payload data. These 
responsibilities reside with the participating models. 

3.1.4  CONNECTION LIFECYCLE AND FAULT HANDLING  

The technical interoperability layer defines: 

• Connection establishment procedures, 
• Timeout behaviour, 
• Retry policies, 
• Failure reporting mechanisms. 

Failures at this layer are treated as transport or execution faults and are handled independently of 
semantic or coupling logic. 

Connectivity errors do not result in implicit state modification. Instead, execution is halted and 
logged to preserve reproducibility. 

3.2 SYNTACTIC INTEROPERABILITY 

This section specifies how SURIMI formalises the structure and validation of exchanged 
information. 

Syntactic Interoperability ensures that data exchanged between models is structurally well-
defined, machine-interpretable, and validated before it influences model state.  

3.2.1  MESSAGE CONTRACTS  

All exchanged data within SURIMI is defined through Protocol Buffer message specifications. 
These specifications constitute the formal message contracts of the interoperability protocol. 

Each message definition specifies: 

• Field names and data types, 
• Enumerations and constrained value sets, 
• Nested structures, 
• Temporal and contextual metadata. 

Message contracts are strongly typed and compiled into language-specific bindings for 
participating models. This ensures structural consistency across heterogeneous components. 

Models must not exchange data outside the defined message contracts. Extensions require 
explicit schema modification and versioning. 

3.2.2  SCHEMA GOVERNANCE AND VERSIONING  

SURIMI maintains all Protocol Buffer definitions in a version-controlled repository. Schema 
evolution follows explicit versioning rules to prevent interface drift. 

Backward compatibility is preserved where possible. Breaking changes require coordinated 
updates across participating models. 
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The SURIMI Protocol Buffer definitions are registered and managed using the Buf schema registry 
(https://buf.build/), which provides: 

• Centralised schema validation, 
• Dependency management, 
• Linting and compatibility checks, 
• Version tracking. 
• Creation of language-specific packages 
• Easy to read documentation 

This governance mechanism ensures that structural interoperability remains stable as the 
modelling complex evolves. 

3.2.3  VALIDATION AND STRUCTURAL INTEGRITY  

Before exchanged data influences model state, it is validated against the defined message 
schema. Validation occurs at: 

• Compilation time (schema enforcement), 
• Runtime (message decoding and type checking). 

Invalid or structurally inconsistent messages are rejected at this layer. Structural validation does 
not assess scientific meaning or coupling logic; those concerns belong to higher layers. 

3.3 SEMANTIC INTEROPERABILITY  

This section defines the semantic contract of the SURIMI interoperability protocol. 

Structural validity alone does not guarantee meaningful exchange. Participating models must also 
agree on what exchanged quantities represent. SURIMI therefore defines a formal semantic 
contract that constrains the domain of permissible communication. 

3.3.1  THE SURIMI SEMANTIC CONTRACT  

The semantic contract defines the set of concepts that participating models are allowed to 
exchange. These include, but are not limited to: 

• Biomass and stock state quantities, 
• Catch and effort quantities, 
• Market variables, 
• Management targets and constraints, 
• Temporal and contextual identifiers. 

Each exchangeable concept is defined within a controlled framework that specifies: 

• Concept name, 
• Contextual qualifiers (e.g., species, fleet, spatial unit, time), 
• Units and aggregation rules, 
• Directionality of exchange where applicable. 

Data that is not defined within this semantic contract cannot be transmitted through the protocol. 
Even if structurally valid, such data are considered outside the admissible exchange domain. 

https://buf.build/
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A key design principle is early validation of semantic interoperability. Participating models are 
responsible for verifying, during initialization, that they can operate within the defined contract. If 
incompatibilities are detected, the simulation initialization is aborted.  

3.3.2  CONTEXTUALISATION AND IDENTIFIERS  

Exchanged quantities include explicit contextual identifiers that define the scientific scope (e.g., 
species, life stage, fleet segment, geographic area, nationalities, currencies, timestep). 

This ensures that values refer to comparable entities across models and prevent ambiguous 
interpretation. 

3.3.3  ENFORCEMENT OF THE SEMANTIC BOUNDARY  

Semantic validation occurs after structural validation and before state modification. Messages 
that reference undefined concepts or violate contextual constraints are rejected by the individual 
models. 

This enforces a closed semantic contract and prevents uncontrolled expansion of scope 
expansion. 

3.3.4  AGGREGATION AND REFINEMENT RULES  

The semantic contract defines a structured key format in which exchanged quantities may include 
refining specifiers (e.g., species age or life stage, fleet country code or home port). 

Participating models are not required to support refinement levels. When a model does not 
operate at a given level of detail, it may aggregate over the unsupported refinement provided that: 

• The primary semantic identity is preserved, 
• No reinterpretation of semantic meaning occurs, 
• Aggregation is deterministic. 

All aggregation behaviour must remain consistent with the semantic contract. Pairwise negotiation 
between models is not supported. 

3.4 COUPLING AND CONTROL LOGIC 

Coupling and control logic specifies how SURIMI coordinates model execution and realises 
dynamic influence between participating models. 

It governs: 

1. The order in which models execute,  
2. The synchronisation points at which models exchange information,  
3. The rules that determine when exchanged information may influence model state.  

The objective is to ensure deterministic and reproducible coupled simulations (Figure 4).  
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Figure 4. The conceptual flow of control within the SURIMI interoperability protocol, showing how messages are 
received and dispatched by the central Controller, to and from the relevant nodes in the interoperability framework. 

For the complete SURIMI flow diagram see Appendix A. 

3.4.1  CONTROLLER-ORCHESTRATED EXECUTION  

Coupled simulation is coordinated by the execution controller (Section 3.1.3). Models do not self-
schedule within the system; the execution sequence is centrally defined to prevent hidden 
feedback loops and ensure reproducibility. 

3.4.2  TIMESTEP SYNCHRONISATION AND BARRIERS  

SURIMI defines a shared timestep structure. Within each timestep, synchronisation barriers 
ensure that: 

• Model only consume data belonging to the current timestep, 
• Required exchanges are completed before progression, 
• State updates are committed only after validation and reconciliation checks. 

This barrier-based orchestration ensures that coupled execution remains explicit and auditable. 

3.4.3  INFLUENCE AND STATE UPDATE SEMANTICS  

SURIMI distinguishes between: 

• Exchange outputs: values produced by a model for use by other models,  
• State updates: modifications applied to a receiving model. 
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For each exchangeable concept, the protocol specifies: 

• Which models may provide it, 
• Which models may consume it, 
• When updates take effect. 

This prevents implicit assumptions about how exchanged quantities influence model dynamics. 

Influence only occurs within the bounds of the semantic contract. When models operate at 
different levels of resolution, aggregation or disaggregation occurs as the model boundary 
according to predefined rules. No model-specific adaptations are permitted. Table 1 illustrates 
how models operating at different levels of resolution interact within the shared semantic 
contract. 

Table 1 - An example how SURIMI models must operate within the contract boundaries. 

Model Resolution 
Ecology model Species + life stage 
Fisheries model Species + life stage 
Market model Species, no life stages 
Value Chain model Functional groups, aggregated species 

3.4.4  CONFLICT HANDLING AND EXECUTION FAILURE 

Inconsistencies or invalid exchanges (e.g., semantic mismatch, timing inconsistencies, or internal 
model errors) result in the rejection of the affected messages. 

The protocol does resolve such inconsistencies through fallback or reconciliation mechanisms. 
Instead, execution is aborted and the failure is logged. This approach ensures that the modelling 
complex does not produce results under unidentified or inconsistent conditions. 

3.4.5  DETERMINISM, PROVENANCE, AND AUDITABILITY  

The protocol enforces: 

• Deterministic execution ordering, 
• Explicit logging of exchanges and failures, 
• Version identification of schema and semantic contract. 

Participating models are responsible for logging state updates and ensuring output traceability. 

3.5 EXECUTION CONTEXT AND SCENARIO ORCHESTRATION 

The interoperability protocol governs execution within a single simulation instance. In practice, 
modelling studies such as Management Strategy Evaluation involve running multiple instances of 
the SURIMI modelling complex. 

Each simulation instance operates independently under a defined semantic contract, protocol 
schema, and configuration of participating models. Within an instance, execution follows the 
coupling and control logic described in Section 3.4, ensuring deterministic and reproducible 
behaviour. 
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At the study level, multiple simulation instances may be executed in parallel or in sequence to 
explore alternative assumptions, policy interventions, environmental conditions, and uncertainty 
envelopes. This orchestration defines the experimental design of the modelling study, including: 

• The set of scenarios to be evaluated, 
• The configuration of participating models per scenario, 
• The parameterisation of external drivers and interventions, 
• The performance indicators used for comparison and across runs. 

Such orchestration is considered part of the business logic and operates above the interoperability 
protocol. It does not modify the technical, syntactic, semantic, or coupling rules defined by the 
protocol, but instead configures how the modelling complex is instantiated and evaluated across 
runs. 

0 to this report provides high-level descriptions of the reference case studies developed within 
SURIMI. These illustrate how the interoperability protocol is applied within specific modelling 
contexts, including model configurations, semantic scope, and scenario framing. 

3.6 OUTPUT 

The protocol does not define output as a separate artefact or file structure. Instead, all model 
outputs are expressed through the exchange of structured, semantically defined messages 
between participating models. These messages capture state updates, fluxes, and interactions 
between models at the temporal and spatial resolution specified for the simulation. As such, the 
complete set of exchanged messages constitutes the complete representation of simulation 
output. Downstream components (e.g. aggregators, reporting systems, analytical modules) may 
selectively extract, store, or transform these message streams for analysis and visualisation 
(Figure 5). 

 

Figure 5. Model outputs are represented by the exchange of semantically defined messages. Downstream components 
may capture and transform these message streams into persistent outputs or reporting artefacts. 

Analytical modules may produce outputs ranging from structured indicators to complex, human-
readable reports. While the protocol readily supports the integration of structured, semantically 
anchored indicators that can be reused within the modelling complex, not all forms of output lend 
themselves to such formalisation. In particular, narrative or report-based outputs may remain 
external to the semantic exchange layer.  
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4 TECHNICAL SPECIFICATIONS 

The previous chapters introduced the conceptual and architectural foundations of the SURIMI 
interoperability protocol. This chapter defines the normative technical specifications that govern 
its implementation. Unless explicitly stated otherwise, requirements in this chapter are mandatory 
for participating models. 

4.1 NAMING CONVENTIONS 

Naming conventions across the SURIMI interoperability protocol follow established practices 
within each representation layer. Schema definitions (e.g. Protocol Buffers, MLK field names) use 
snake_case to ensure consistency and readability, while service and component names follow 
conventional naming patterns appropriate to their implementation context. These conventions are 
applied consistently within each layer to minimise ambiguity, while avoiding unnecessary 
constraints across different technical representations. 

4.2 MULTI-LEVEL KEY ENCODING MECHANISM 

The Multi-Level Key (MLK) mechanism defines the canonical representation of semantic identifiers 
within the SURIMI interoperability protocol. It provides a structured, extensible, and machine-
interpretable representation of contextual meaning. 

All exchangeable quantities defined by the SURIMI protocol shall be associated with a valid MLK. 
The anatomy of a MLK is explained in Figure 6. 

 

Figure 6. An MLK is composed of one or more field–value pairs. Each field represents a semantic dimension, and each 
value is associated with a controlled vocabulary. Multiple fields may be combined to refine the semantic identity of an 
entity. 

4.2.1  CONCEPTUAL MODEL 

A MLK represents a semantic entity through a set of explicitly named fields, where each field value 
shall be associated with a registered controlled vocabulary. Unqualified or free-form field values 
are not permitted. 

An MLK consists of: 

• A domain, identifying the primary semantic category (e.g., species, fleet segment, market, 
country, currency). 

• A set of field-value pairs, where: 
o Each field has a defined semantic purpose, 
o Each value shall be drawn from a registered vocabulary, 
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o Fields may refine or specialise the primary domain identity. 

The domain is inferred deterministically from the set of fields present in the key. Field names are 
mapped to domains through predefined rules (Table 2). 

Table 2 - An example how MLK fixed field names resolve to knowledge domains 

Field name Inferred domain 
species_code Species 
gear_code Fleet segment 
market_code Market 
country_code Country 

 
The domain inference mechanism assumes that an MLK identifies an entity within a single primary 
semantic domain. Context involving relationships between multiple domains shall be expressed 
through contract structure and message schema rather than through a single composite MLK. 

Example: 

species_code=ASFIS:MUL 

4.2.2  CANONICAL GRAMMAR 

The canonical string representation of an MLK shall follow the pattern: 

field1=vocabulary1:value1;field2=vocabulary2:value2 

 
Where: 

• Field names shall be predefined and case-consistent, 
• Field ordering shall be deterministic but shall not affect semantic meaning, 
• Vocabulary prefixes shall be used where required to avoid ambiguity, 
• If no vocabulary prefix is stated, the default vocabulary in the semantic contract shall 

apply. 

All fields and vocabularies shall be registered within the SURIMI semantic registry (Section 4.3). 

4.2.3  REFINEMENT AND AGGREGATION PRINCIPLE  

MLKs support hierarchical refinement through additional fields. 

Example: 

species_code=ASFIS:MUL;life_stage=dwc.lifestage:juvenile 

 
Participating models are not required to support all levels of refinement. When a model does not 
operate at a given level of refinement, it may aggregate over unsupported refinements provided 
that: 

• The primary semantic identifier is preserved, 
• Aggregation is deterministic, 
• No reinterpretation of semantic meaning occurs. 

Pairwise negotiation of semantic mappings between models is not permitted. 
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4.2.4  DETERMINISM AND CANONICALI ZATION 

MLKs shall have a canonical representation to ensure: 

• Deterministic equality comparison, 
• Stable hashing, 
• Reproducible serialisation. 

Canonicalization rules include: 

• Normalised field naming, 
• Deterministic field ordering, 
• Controlled vocabulary enforcement, 
• Case normalisation where applicable. 

Non-canonical representations shall be considered invalid. 

4.3 THE SURIMI SEMANTIC CONTRACT 

The SURIMI semantic contract defines the admissible semantic scope of a simulation instance. It 
specifies the domains, vocabularies, entities, and contextual parameters within which exchange 
is permitted. 

The contract shall be provided as a machine-readable configuration file. It is distributed to all 
participating models during initialisation phase of a simulation. 

For an example semantic contract see Appendix B. 

4.3.1  SIMULATION CONTEXT  

The simulation context defines temporal and spatial boundaries within which MLKs are 
interpreted. 

Mandatory elements include:  

• start_date_time (ISO 8601) 
• maximum_end_date_time (ISO 8601) 
• time_step (ISO 8601 duration) 
• spatial reference system (CRS) 
• spatial resolution parameters (expressed in CRS units) 

4.3.2  STANDARDS AND CONTROLLED VOCABULARY BINDINGS  

The semantic contract shall define the standards and 
controlled vocabularies used within a simulation instance. 
This includes: 

• External vocabulary systems used, 
• Unit systems used (e.g., SI), 
• Measurement units per quantity type. 

 

Unregistered vocabularies shall not be used. 

simulation: 

  geography: 

    xres: 0.0833 

    yres: 0.0833 

    ncol: 109 

    nrow: 82 

    crs: 

      name: WGS 84 

      authority: EPSG 

      code: '4326' 

standards: 

  date_and_time: ISO 8601 

  species_code: FAO 3-alpha 

  gear_code: ISSCFG 

  life_stage: dwc.lifeStage 

  market_code: UN/LOCODE 

  currency: ISO 4217 

  measurements: 

    system: SI 

    units: 

    - quantity: mass 

      unit: kg 



   
 

18 
 

4.3.3  REGISTERED DOMAIN ENTITIES  

The contract defines admissible entities per domain: 

• Species, 
• Markets, 
• Currencies, 
• Countries, 
• Fleet segments, 
• Geographic units. 

Only entities explicitly registered in the contract may be 
exchanged. 

4.3.4  DOMAIN-SPECIFIC ENTITY GROUPS  

The contract may define nested aggregations (e.g., species 
assemblages, management groupings) where required by the 
modelling context. 

 

 

4.4 STRUCTURAL MESSAGE DEFINITIONS (PROTOCOL BUFFERS)  

The SURIMI interoperability protocol uses Protocol Buffers (Protobuf) as its structural serialization 
mechanism ( https://protobuf.dev) 

The detailed design and organisation of the SURIMI Protocol Buffer schemas are described in 
Appendix C. 

4.4.1  SERVICE SEGMENTATION AND DOMAIN SEPARATION  

The protocol is organised into domain-specific services (Table 3). Each service: 

• Is defined in a single Protobuf file, 
• Contains a single service definition, 
• Includes Associated request and response messages. 

Reusable message types shall be defined in shared schema files. 

Table 3 - The SURIMI protobuf services, scopes and purposes 

Service name Service scope Purpose 
WorkflowService Workflow Controls initialising, starting, cancelling and 

finalising a simulation 
AggregatorService  Data Groups simulations together into 

experiments and collects data from them. 
CatchConsumer Fisheries Gets updates about catches and discards 

generated by another model. 
CatchProvider Fisheries Provides information about catches and 

discards generated by this model. 

items: 

  species: 

    - species_code: ANE 

      life_stage: juvenile 

    - species_code: ANE 

      life_stage: adult 

  fleet_segments: 

    - gear_code: OTB 

      country_code: ESP 

fleet_segments: 

  - gear_code: OTB 

    country_code: ESP 

    model: POSEIDON  

currencies: 

    - currency_code: EUR 

https://protobuf.dev/?utm_source=chatgpt.com
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ControllerService Control Sends commands to the central simulation 
controller and checks the status of all 
simulations. 

EcologyConsumer Ecology Receives biomass grid updates from ecology 
providers. 

EcologyProvider Ecology Provides biomass grids for the species 
represented in a simulation. 

EnvironmentConsumer Environment Receives updates to environment variables. 
EnvironmentProvider Environment Provides updates to environment variables. 
MarketProvider Market Provides species prices and receives 

updates about fish sales. 
RegulationsConsumer  Receives updates about regulations like 

total allowable catch quotas and marine 
protected areas. 

RegulationsProvider  Provides updates about regulations. 
SalesProvider Market Provides updates about fish sales. 
SpeciesPricesConsumer Market Receive updates about fish prices. 

4.4.2  REQUEST-RESPONSE PATTERN  

All exchanges follow an explicit request–response pattern. 

For each exchangeable entity (e.g., Biomass, Catch, Price), the protocol defines: 

• A Get… method for retrieval, 
• An Update… method for publication or modification. 

Messages shall include only the fields required for routing and interpretation: 

• simulation_id, 
• temporal parameters, 
• payload. 

The payload contains the domain-specific exchange data and is interpreted by participating 
models. 

4.4.3  TEMPORAL SEMANTICS IN REQUESTS  

Temporal parameters should be represented using google.protobuf.Timestamp. 

The protocol distinguishes between two temporal request types: 

• Instantaneous snapshot requests, which retrieve the current model state and must 
include date_time (containing the current date_time as dictated by the controller) 

• Time-interval requests, which retrieve data over a specified period and must include a 
start and an end date 

Temporal parameters define the requested scope of information but do not alter simulation state. 

4.4.4  SIMULATION IDENTIFICATION  

All request and response messages shall include a simulation_id field representing a globally 
unique identifier (GUID) for the simulation instance. 
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4.4.5  MESSAGE MINIMALISM AND REDUNDANCY RULES  

Messages shall contain only the fields necessary for the exchange. 

The protocol discourages: 

• Redundant duplication of request parameters, 
• Inclusion of metadata defined in the semantic contract, 
• Encoding of semantic information outside the MLKs. 

4.4.6  SCHEMA GOVERNANCE AND BREAKING CHANGES  

Schema definitions shall be version controlled and validated using Buf tooling. 

The protocol adheres to: 

• STANDARD linting rules (https://buf.build/docs/lint/rules/#standard), 
• Automated breaking-change detection, 
• Explicit version increments for incompatible changes. 

Breaking changes shall require coordinated updates across participating models. 

4.4.7  EMBEDDING AND ENFORCEMENT OF IDENTIFIERS  

All exchangeable semantic identifiers within the SURIMI protocol shall be represented in 
accordance to the Multi-Level Key (MLK) mechanism defined in Section 4.2. 

Within Protocol Buffer message definitions, semantic identifiers are encoded as structured fields 
(e.g., species_code, gear_core, market_code). These fields collectively correspond to an MLK, 
which defines the canonical semantic interpretation of the identifier. 

The Protocol Buffer schema enforces structural type correctness (e.g., field presence, data types, 
enumerations), while semantic validation of identifier consistency and admissibility is performed 
at runtime against the active semantic contract defined in Section 4.3. 

This design reflects the layered architecture of the protocol: 

• The structural layer (Protocol Buffers) guarantees message shape and type consistency. 
• The semantic layer (MLK grammar and Semantic Contract) guarantees interpretability and 

admissible scope. 

4.4.8  RUNTIME VALIDATION  

Upon message receipt, the following validation steps shall occur prior to state modification: 

1. Structural validation (Protobuf deserialisation). 
2. MLK grammar validation against the SURIMI contract. 
3. Semantic contract resolution: 

• Verification that referenced vocabularies are declared. 
• Verification that referenced entities are registered. 
• Verification that the MLK domain is admissible under the active contract. 

Messages containing syntactically valid but semantically invalid MLKs shall be rejected. 
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4.4.9  CANONICAL FORM REQUIREMENT  

MLKs transmitted via the protocol shall be serialised in canonical form as defined in Section 0. 
Non-canonical representations are considered invalid. 

Canonicalization ensures: 

• Deterministic equality comparison, 
• Stable hashing, 
• Reproducible logging and auditing, 
• Prevention of semantic ambiguity. 

4.5 EXCHANGE RULES AND RUNTIME ENFORCEMENT  

The SURIMI protocol defines mandatory runtime rules governing exchange validation, execution 
sequencing, and state mutation. While structural integrity is enforced at the transport layer, 
semantic admissibility is enforced by participating models upon message receipt. 

4.5.1  VALIDATION SEQUENCE  

Receiving models shall: 

1. Verify structure, 
2. Validate MLK grammar, 
3. Verify semantic contract, 
4. Confirm compatibility with the model’s internal resolution. 

If any step fails, the model shall explicitly decline the message. 

4.5.2  DECLINE AND LOGGING BEHAVIOUR  

Rejected messages: 

• Shall be explicitly logged, 
• Shall not modify model state, 
• Shall result in simulation termination. 

4.5.3  DETERMINISTIC STATE MUTATION  

State mutation shall only occur after successful validation at defined execution boundaries. 

4.5.4  AGGREGATION BOUNDARIES  

Aggregation shall: 

• Preserve primary semantic identity, 
• Be deterministic, 
• Remain internal to the model. 

4.5.5  SIMULATION INSTANCE ISOLATION  

Each simulation instance shall maintain isolated state and contract scope. 
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4.5.6  ERROR HANDLING  

Invalid exchanges or execution errors shall terminate the simulation. 

The protocol does not provide fallback mechanisms. 

4.6 VERSIONING AND GOVERNANCE 

The SURIMI interoperability protocol is governed through explicit versioning and change-control 
mechanisms to ensure stability, backward compatibility, and reproducibility. 

4.6.1  PROTOCOL SCHEMA VERSIONING  

All schema definitions shall be version controlled and managed through the Buf registry (Figure 7). 

 

Figure 7. Schema versioning workflow for the SURIMI interoperability protocol, from schema update to versioned 
package distribution 

Changes to the interoperability protocol are implemented through updates to the protocol schema 
definitions. Each update results in the assignment of a new schema version within the registry. 
Backward compatibility shall be preserved where possible. 

If a schema change is not backward compatible, all affected components must be updated to 
ensure continued interoperability. Backward-compatible changes may be adopted incrementally 
by participating models. 

4.6.2  SEMANTIC CONTRACT VERSIONING  

Each contract shall include: 

• A contract identifier, 
• A contract version, 
• A timestamp of issue. 

Example: 

contract: 

  id: western_med 

  version: 1.0.0 

  issued: 2026-03-01 
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Contract versions are immutable once published. 

4.6.3  BREAKING CHANGES 

A breaking change is defined as any modification that: 

• Invalidates previously valid messages, 
• Alters required fields, 
• Changes semantic interpretation of identifiers, 
• Removes previously registered entities. 

Breaking changes shall: 

• Increment major version, 
• Require coordinated updates across participating models. 

4.6.4  CONTRACT EVOLUTION  

Additive changes may extend the contract without invalidating existing identifiers. 

4.6.5  REPRODUCIBILITY GUARANTEES  

A simulation is defined by: 

• Schema version, 
• Contract version, 
• Model versions, 
• Configuration parameters. 

The interoperability protocol guarantees reproducibility at the configuration and execution level. A 
simulation executed with identical schema, contract, model versions, and configuration 
parameters shall follow identical exchange logic and execution ordering. 

Numerical reproducibility depends on the deterministic properties of participating models. 
Models incorporating stochastic processes may produce statistically equivalent but not identical 
results unless random seeds and stochastic configuration parameters are explicitly controlled and 
recorded. 

Execution metadata shall be preserved to enable audit, comparison, and retrospective analysis of 
simulation runs. At a minimum this includes schema version, contract version, model versions, 
and configuration parameters associated with each simulation instance. 

4.6.6  GOVERNANCE PROCESS 

The SURIMI interoperability protocol is governed by the SURIMI consortium. 

Changes to protocol schema, MLK grammar, contract meta-structure etc. require documented 
review and approval. All changes shall be traceable through version control history.  
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5 DISCUSSION 

The SURIMI interoperability protocol has been designed to address a concrete modelling need: the 
structured coupling of heterogeneous socio-ecological models within a shared execution 
framework. While motivated by specific SURIMI case studies, the protocol is intentionally 
designed to be model-agnostic and ensemble-configurable. 

5.1 CONTRACT-CENTRIC INTEROPERABILITY 

A central design decision is the adoption of contract-centric compliance. Interoperability is 
governed by a shared semantic contract rather than pair-wise adaptation between models. No 
model is privileged within the framework; all participating models conform to the same admissible 
exchange specification. 

This approach introduces controlled constraints. Models may need to aggregate, disaggregate, or 
translate internal representations to comply with contract-defined identifiers, temporal 
resolution, or domain definitions. These constraints are deliberate: they replace bilateral 
negotiation with formalised governance, improving scalability and transparency. 

5.2 SEPARATION OF STRUCTURE AND SEMANTICS 

The protocol deliberately separates structural schema (Protocol Buffers) from semantic grammar 
(MLK) and admissibility rules (Semantic Contract). This layered approach enables: 

• Stable schema evolution, 
• Controlled semantic extension, 
• Clear enforcement boundaries, 
• Distributed model-level validation. 

Semantic validation occurs at the model boundary rather than through a centralised gatekeeper. 
This preserves model autonomy while ensuring explicit compliance and traceability. 

5.3 GENERALITY BEYOND THE INITIAL APPLICATION 

Although developed within the SURIMI project, the protocol defines generic connection points and 
governance rules that are not inherently limited to the current ensemble of models. New models 
can participate by integrating against the shared contract and structural schema without requiring 
modification of existing participants. 

The architecture therefore supports configurable model ensembles, alternative case studies, and 
evolving domain requirements while retaining a stable interoperability backbone. 

5.4 REPRODUCIBILITY AND FAIR PRACTICE 

By formalising semantic identifiers, structural schema, contract configuration, and versioning 
governance, the SURIMI protocol contributes to reproducible and auditable coupled modelling. 
Simulation instances are defined by explicit versions of schema, contract, and model 
implementations, allowing reconstruction of historical configurations. 

While numerical outputs of stochastic models may vary unless controlled, the protocol 
guarantees configuration-level reproducibility and transparent exchange semantics. 
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In this context, outputs of the SURIMI modelling complex are defined by the messages exchanged 
and recorded during simulation execution. Rather than treating model-specific outputs as primary 
artefacts, the protocol captures system behaviour through structured message exchanges 
coordinated by the controller and recorded by the aggregator. This approach supports traceability 
and enables consistent downstream analysis across models and scenarios. 

5.5 LIMITATIONS AND FUTURE CONSIDERATIONS 

Current Digital Twin Ocean (DTO) initiatives have made significant progress in integrating 
heterogeneous data sources but often face challenges in achieving comparable levels of semantic 
interoperability between models. The approach adopted in SURIMI addresses this gap by treating 
model interaction as a semantically governed process. While the protocol outlined here enforces 
shared semantic boundaries, it does not eliminate conceptual differences between models. 
Internal model abstractions, aggregation strategies, and epistemic assumptions remain the 
responsibility of model developers. 

The use of a shared, system-wide semantic contract introduces an inevitable trade-off. By 
standardising exchanged quantities and interaction structure, the protocol may not fully exploit 
the native resolution or specialised capabilities of individual models that could be leveraged 
through bespoke, pairwise integrations. This represents a deliberate design choice: the protocol 
prioritises modularity, scalability, and transparency over tightly coupled, model-specific 
optimisation. 

Future evolution may extend contract declarations to include explicit model participation roles, 
dynamic ensemble configuration, and distinctions between state-evolving and analytical 
modules. Additional extensions may support post-processing workflows and more flexible 
orchestration of model ensembles. These developments can be accommodated within the 
existing layered architecture. 

Future work may also seek to semantically structure outputs as targets for evaluation or 
optimisation, or as decision-support signals. This would require the definition of a standardised 
representation for reusable indicators, enabling selected outputs from analytical modules to be 
reintegrated into the modelling workflow, while maintaining flexibility for more complex, 
unstructured outputs. 

The semantic contract and Multi-Level Key (MLK) mechanism provide a structured and machine-
interpretable foundation that extends beyond the immediate scope of model coupling. By 
formalising semantic identity and admissible exchange domains, the protocol establishes the 
prerequisites for FAIR interoperability not only at the data level, but also at the level of model 
interaction. Further development may therefore consider the formalisation of higher-level 
modelling intent, such as research questions and policy objectives, within the semantic contract. 
This may enable models to be more readily discovered, interpreted, and orchestrated by external 
systems, including automated workflows and machine-assisted reasoning tools, without requiring 
fundamental changes to the protocol architecture. 

The current implementation represents an early stage but operational realisation of the 
interoperability protocol, demonstrating its feasibility and providing a foundation for further 
development, validation, and integration within broader Digital Twin Ocean initiatives. 
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APPENDIX A. COMPLETE FLOW DIAGRAM  
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APPENDIX B. EXAMPLE SEMANTIC CONTRACT 

 

simulation: 

  case_study_name: Western Med 

  start_date_time: 2013-01-01T00:00:00 

  maximum_end_date_time: 2050-01-01T00:00:00 

  time_step: P1M 

  geography: 

    raster_cell_origin: Centroid 

    crs: 

      name: WGS 84 

      authority: EPSG 

      code: '4326' 

    xres: 0.0833 

    yres: 0.0833 

    ncol: 109 

    nrow: 82 

    xmin: -1.0185 

    xmax: 8.0612002 

    ymin: 37.0139008 

    ymax: 43.8445009 

standards: 

  date_and_time: ISO 8601 

  species_code: FAO 3-alpha 

  gear_code: ISSCFG 

  life_stage: dwc:lifeStage 

  market_code: UN/LOCODE 

  currency: ISO 4217 

  country_code: ISO 3166-1 alpha-3 

  measurements: 

    system: SI 

    units: 

    - quantity: mass 

      unit: kg 

items: 

  markets: 

  - market_code: ESALC 

  - market_code: ESAQA 

  - market_code: ESARN 

  - market_code: ESBCN 

  - market_code: ESBLA 

  - market_code: ESBNI 

  - market_code: ESBRX 

  - market_code: ESCAR 

  - market_code: ESCAS 

  - market_code: ESCBL 

  - market_code: ESCDK 

  - market_code: ESCFE 

  - market_code: ESCLP 

  - market_code: ESDNA 

  - market_code: ESERA 

  - market_code: ESGAN 

  - market_code: ESGLE 

  - market_code: ESJAV 

  - market_code: ESKLL 

  - market_code: ESLAA 

  - market_code: ESLLC 

  - market_code: ESPAL 

  - market_code: ESPNL 

  - market_code: ESQAJ 

  - market_code: ESROS 

  - market_code: ESSAG 

  - market_code: ESSCR 

  - market_code: ESSFU 

  - market_code: ESSPO 

  - market_code: ESSPP 

  - market_code: ESTAR 

  - market_code: ESTOR 

  - market_code: ESTRR 

  - market_code: ESVJY 

  - market_code: ESVLC 

  - market_code: ESVLG 

  - market_code: ESVZR 

  - market_code: ESZME 

  currencies: 

  - currency_code: EUR 

  species: 

  - species_code: ALB 

  - species_code: ANE 

    life_stage: juvenile 

  - species_code: ANE 

    life_stage: adult 

  - species_code: ANK 

  - species_code: ARA 

  - species_code: BFT 

  - species_code: BIB 

  - species_code: BLL 

  - species_code: BOG 

  - species_code: BON 

  - species_code: BOY 

  - species_code: BRF 

  - species_code: BSH 

  - species_code: BSK 

  - species_code: CDI 

  - species_code: CIL 

  - species_code: COE 

  - species_code: CVV 

  - species_code: DAZ 

  - species_code: DBO 

  - species_code: DKH 

  - species_code: DRR 

  - species_code: DST 

  - species_code: DTR 

  - species_code: DTY 

  - species_code: EOI 

  - species_code: FAM 

  - species_code: FBP 

  - species_code: FPA 

  - species_code: GLI 

  - species_code: GRQ 

  - species_code: HKE 

    life_stage: juvenile 

  - species_code: HKE 

    life_stage: adult 

  - species_code: HMM 

  - species_code: HOM 

  - species_code: HQB 

  - species_code: ISY 

  - species_code: JAA 

  - species_code: JDP 

  - species_code: JRS 

  - species_code: LCW 

  - species_code: LDB 

  - species_code: LDV 

  - species_code: LKO 

  - species_code: LKT 

  - species_code: LOW 

  - species_code: LQZ 

  - species_code: LVH 

  - species_code: LXQ 

  - species_code: MAC 

  - species_code: MON 

  - species_code: MOX 

  - species_code: MTS 

  - species_code: MUT 

    life_stage: juvenile 

  - species_code: MUT 

    life_stage: adult 

  - species_code: MVB 

  - species_code: NEP 

  - species_code: OCC 

  - species_code: OLV 

  - species_code: OQT 

  - species_code: OUL 

  - species_code: OUM 

  - species_code: PAC 

  - species_code: PIL 

    life_stage: juvenile 
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  - species_code: PIL 

    life_stage: adult 

  - species_code: PIW 

  - species_code: POD 

  - species_code: RJC 

  - species_code: RMM 

  - species_code: SAA 

  - species_code: SBA 

  - species_code: SCK 

  - species_code: SFS 

  - species_code: SHO 

  - species_code: SKM 

  - species_code: SOO 

  - species_code: SPC 

  - species_code: SPR 

  - species_code: SPW 

  - species_code: SQE 

  - species_code: SQM 

  - species_code: SRG 

  - species_code: SRJ 

  - species_code: SYC 

  - species_code: TSU 

  - species_code: TTL 

  - species_code: TVA 

  - species_code: UIM 

  - species_code: UYE 

  - species_code: WHB 

  fleet_segments: 

  - gear_code: EwE:ART 

    country_code: ESP 

    model: EwE 

  - gear_code: EwE:ART 

    country_code: FRA 

    model: EwE 

  - gear_code: EwE:RECT 

    country_code: ESP 

    model: EwE 

  - gear_code: LLS 

    country_code: ESP 

    model: EwE 

  - gear_code: OTB 

    country_code: ESP 

    model: POSEIDON 

  - gear_code: OTB 

    country_code: FRA 

    model: EwE 

  - gear_code: PS 

    country_code: ESP 

    model: POSEIDON 

  - gear_code: PS 

    country_code: FRA 

    model: EwE 

  - gear_code: TM 

    country_code: FRA 

    model: EwE 
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APPENDIX C. PROTOBUF FILES ORGANISATION 

The SURIMI interoperability protocol defines messages and data types, used by domain-specific 
services. The authoritative and version-controlled schema is maintained in the SURIMI Buf registry 
(https://buf.build/surimi/surimi-protocol). Table 4 shows the different groups of methods for the 
interoperability protocol and which models will utilize each message.  

Table 4 - SURIMI messages, group, and the utilizing models 

Group Message 

C
o

n
tro

lle
r 

E
w

E
 

P
O

S
E
ID

O
N

 

F
ish

e
ry

 a
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th
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rity
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+
+
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M
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e
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E
n

v
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n
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V
a
lu

e
 C

h
a
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AggregatorService RegisterExperiment      X    

CatchConsumer UpdateCatchDisposition  X  X X X    

CatchProvider GetCatchDisposition  X X       

ControllerService CancelExperiment X         

ControllerService GetAllSimulationStatuses X         

ControllerService InitialiseExperiment X         

ControllerService RunExperiment X         

EcologyConsumer UpdateBiomass   X X X X    

EcologyProvider GetBiomass  X        

EnvironmentConsumer UpdateEnvironmentVariables  X        

EnvironmentProvider GetEnvironmentVariables        X  

RegulationsConsumer GetFishingActivity  X X       

RegulationsConsumer UpdateRegulations  X X       

RegulationsProvider UpdateFishingActivity    X  X    

RegulationsProvider GetRegulations    X      

RegulationsProvider CreateRegulations    X      

MarketProvider GetSpeciesPrices       X   

MarketProvider UpdateSales      X X  X 

SalesProvider GetSales  X X       

SpeciesPricesConsumer UpdateSpeciesPrices  X X   X    

WorkflowService Cancel  X X X X X X X X 

WorkflowService Finalise  X X X X X X X X 

WorkflowService Initialise 
 

  

X X X X X X X X 

WorkflowService SimulateStep  X X X X X X X X 

 

  

https://buf.build/surimi/surimi-protocol
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APPENDIX D. CASE STUDIES 

D.1. OVERVIEW 

The SURIMI interoperability protocol is applied across multiple reference case studies. These 
share a common modelling complex and protocol structure, but differ in ecological context, 
spatial and temporal scope, and configuration parameters. This appendix summarises how the 
protocol is instantiated across these case studies. 

D.2. COMMON MODELLING COMPLEX 

The modelling complex contains the following modelling nodes: 

• EwE → ecological dynamics and fishing module 
• POSEIDON → fleet behaviour module 
• Market → price formation module 
• Fisheries authority → fleet management module 
• CMSY++ and Value Chain → analytical modules 
• Environment → climate change module 

The interoperability protocol, semantic contract structure, and exchange patterns remain invariant 
across case studies. The selection of individual models may vary between case studies depending 
on data availability and study design; however, the interoperability protocol and its structural 
principles remain unchanged. 

Across all case studies, the protocol maintained consistent execution behaviour despite variation 
in ecological and socio-economic configuration. Differences in model resolution and structure 
were absorbed through semantic contract constraints and aggregation rules, without requiring 
structural modification of the interoperability framework. 

The main characteristics of the case studies, their historical baselines and the roles of the models 
are summarized in Table D.1. The future scenarios and the parameter space that users can explore 
is shown in Table D.2. 
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Table D.1 - Historical baseline characteristics 

 
Dimension Anchovy Bay North-western Mediterranean Aegean Sea 

C
h

a
ra

c
te

ri
st

ic
s 

Notable features and 

concerns 

Single-nation system; socio-economic pressure; 

ecosystem under stress 

Two-nation system (Spain + France); 

environmental change; overfishing + potential 

stock collapses 

Two-nation system (Greece + Türkiye); 

environmental change; overfishing + potential 

stock collapses; alien species 

Spatial domain Semi-enclosed bay; temperate Coastal shelf; subtropical 
Semi-enclosed basin; highly fragmented coastline; 

complex bathymetry; subtropical 

Temporal scope Historical: 1970-2024; Future: 2025-2050 Historical: 1993-2024; Future: 2025-2050 Historical: 1970-2024; Future: 2025-2050 

Ecosystem structure Multi-trophic system; anchovy dominated 
Multi-trophic system; pelagic (sardine + anchovy); 

migratory + invasive species 

Multi-trophic system; strong invasive species 

impact (south); small pelagics dominate (north) 

Fleet structure 
Mixed small-scale and industrial fleets targeting 

pelagic species + shrimp 

Mixed small-scale and industrial fleets (trawlers, 

seiners, longliners) 

Mixed small-scale (netters, longliners) and 

medium scale (trawlers, purse seiners) fleets  

B
a
se

li
n

e
 

Environmental history Strong seasonality; warming trend since 2003 Notable seasonality; warming trend since 2010 
Strong seasonality; profound warming trend since 

2000s; severe marine heat wave in 2021 

Ecosystem history 

High environmental variability affecting 

recruitment; localized ecological dynamics; 

recovery of marine mammals; declines in small 

pelagic fish 

Environmental variability affecting recruitment; 

regional ecological dynamics; declines across the 

ecosystem but mostly in small pelagic fish 

Environmental variability affecting recruitment; 

localized ecological dynamics; partial recovery of 

marine mammals; declines in demersal fish and 

sardine; presence of alien species (not modelled)   

Fisheries history 
Long-term declining catches; shift from 

groundfish to pelagic species and shrimp 

Long-term declining catches; semi-regulated 

industrial fishing; large undocumented 

artisanal/small-scale fisheries 

Declining catches; low-level stabilisation; demersal 

decline; shift to crustaceans/cephalopods; 

reconstructed small-scale fisheries 

Socio-economic history Fisheries economy shifting towards tourism Fisheries economy shifting towards tourism Fisheries economy shifting towards tourism 

Existing management  None Minor MPAs 

Closed fishing seasons; trawling restrictions in 

coastal waters; MPAs; mixed management rules 

with Türkiye (non-EU) 

M
o

d
e
ls

 

EwE roles 
All ecological dynamics;  

fishing of small-scale fleets 

All ecological dynamics; all fishing except for 

Spanish trawlers and seiners 
All ecological dynamics; all fishing fleets 

POSEIDON roles Fishing of industrial fleets Fishing of Spanish trawlers and seiners Not used 

Market roles Price delivery driven of all commercial species Price delivery of all commercial species Price delivery of all commercial species 

Value Chain roles Socio-economic indicators Socio-economic indicators Socio-economic indicators 

CMSY++ roles Stock status indicators (MSY-based) Stock status indicators (MSY-based) Stock status indicators (MSY-based) 
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Table D.2 - Scenario configuration space 

Dimension Anchovy Bay North-western Mediterranean Aegean Sea 

Climate drivers RCP-linked forcing (SST + PP) RCP-linked forcing (temperature + PP + salinity) RCP-linked forcing (temperature + PP) 

Socio-economic drivers SSP-driven fishing effort SSP-driven fishing effort SSP-driven fishing effort 

Effort control User-defined User-defined User-defined 

Management options Harvest control rules Marine Protected Areas; Harvest Control Rules Harvest Control Rules 
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